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Message from the Review Board Directors 
 
 
 
Welcome to the April 2016 issue of the Review 
Letter (R-Letter) of the IEEE Communications 
Society Multimedia Communications Technical 
Committee (MMTC). 

This issue comprises six R-Letters in the area of 
learning, streaming, and quality. 

We hope that this issue stimulates your re-
search in the area of multimedia communica-
tion. 

An overview of all R-Letters is provided in the 
following: 

The first paper, published in IEEE Conference 
on Computer Vision and Pattern Recognition 
and edited by Jun Zhou, integrates deep learning 
and multiple instance learning. 

The second paper, published in the IEEE 
Transactions on Multimedia and edited by 
Koichi Adachi, discusses adaptive HTTP stream-
ing within vehicular environments. 

The third paper is edited by Gwendal Simon 
and has been published within the Proceedings 
of CoNEXT’15. It also addresses adaptive HTTP 
streaming and provides machine Learning and 
data analysis tools for the diagnosing of a video 
streaming session. 

The forth paper, published in IEEE Transac-
tions on Multimedia and edited by Carsten 
Griwodz, revisits caching strategies for Video on 
Demand using a detailed log of tencent. 

The fifth paper, also published in IEEE Trans-
actions on Multimedia and edited by Bruno 
Macchiavello, deals with the assessment of visu-
al quality and discomforts for stereoscopic 3D 
images. 

Finally, the sixth paper is edited by Michael 
Zink and has been published in the ACM 
SIGCOMM Computer Communication Review. It 
takes a deep look into the inner mechanisms of 
the Akamai CDN which reveals interesting as-
pects of how content delivery works over today’s 
IP networks. 

We would like to thank all the authors, nomina-
tors, reviewers, editors, and others who contrib-
ute to the release of this issue. 

Finally, we would like to highlight upcoming 
conferences in 2016 which are related to MMTC: 

§ ACM Multimedia Systems, May 10-13, 
Klagenfurt am Wörthersee, Austria: 
http://mmsys2016.itec.aau.at/ 

§ IEEE ICC, May 23-27, Kuala Lumpur, 
Malaysia: http://icc2016.ieee-icc.org/ 

§ IEEE ICME, July 11-15, Seattle, USA: 
http://www.icme2016.org/ 

§ ACM Multimedia, October 15-19, Am-
sterdam, The Netherlands: 
http://www.acmmm.org/2016/ 

§ IEEE GLOBECOM, December 4-8, 
Washington, DC, USA: 
http://globecom2016.ieee-globecom.org/ 
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Integrating Deep Learning and Multiple Instance Learning 
A short review for “Deep Multiple Instance Learning for Image Classification and Auto-Annotation” 

(Edited by Jun Zhou) 
 

 
 

 
Deep learning has achieved great success since 
mid-2000s. By learning from large amount of 
data with the aid of parallel computing technolo-
gy, it can generate hierarchical representation of 
features in different levels. Deep learning has 
been applied to many fields and greatly im-
proved the performance of prediction systems. 
Examples include speech recognition [1], image 
and scene understanding [2], and the recent stun-
ning breakthrough of game research [3].  
 
Nonetheless, deep learning is facing the chal-
lenge that real-world big data normally do not 
have labels or with too many noisy labels. Take 
images gathered from Internet as example, they 
normally do not have image or content labels. 
Automatic extraction of keywords in the text 
surrounding the image can generate annotations, 
but one may find too many irrelevant keywords.  
 
Multiple instance learning (MIL) [4][5] can deal 
with such situation well. The setting of MIL is 
that data are presented in the form of bag of in-
stances. Labels are only available at the bag level 
but not instance level. A positive bag contains at 
least one positive instance, but a negative bag 
does not have any positive instance. Such setting 
can cope with the condition of sparse and noisy 
labels, as most instances in a bag can be negative 
or irrelevant instances. Such property makes 
MIL suitable for weakly supervised learning.  
 
Although deep learning and multiple instance 
learning are two different machine learning para-
digms, they demonstrated complementary prop-
erties. The question is: how these they be inte-
grated to achieve something even better? 
 
The article from Wu et al provides an answer to 
this question. Illustrated by several image classi-
fication and annotation examples, the reported 
framework learns deep visual representation of 
images within a MIL setting. Two types of fea-
tures, i.e., text annotations and image regions, are 
used to generate the instances for the learning 

tasks. The text instances form the inputs to a 
deep neural network (DNN), and image regions 
are fed into a convolutional neural network 
(CNN) [6], respectively. Then MIL is imple-
mented at the last hidden layer of each deep 
learning model, in which the aggregated repre-
sentation of the bag for MIL can be calculated as 
a function of the instances in the bag. While each 
type of feature leads to individual deep MIL 
classifier, their outputs can be combined through 
a fully connected layer to generate more accurate 
results. Such joint learning framework can effec-
tively explore the correspondences between 
keywords and image regions.  
 
Authors demonstrated the effectiveness of the 
reported Deep MIL method on several datasets, 
including PASCAL VOC, MIT Indoor Scene 67, 
and a new dataset collected by the authors. For 
images in the first two datasets, their associated 
keywords were augmented by searching the text 
description of similar images on the Internet. 
This led to a larger number of text annotation 
instances with lots of noises. Therefore, region 
based Deep MIL generated better results than 
text annotation based method. Their combina-
tion, not surprisingly, achieved the best classifi-
cation results amongst several deep learning and 
MIL methods. Authors also showed the useful-
ness of this method on region/patch level annota-
tion.    
 
In summary, this paper has introduced a novel 
work of combining deep learning and multiple 
instance learning. To my knowledge, this is one 
of the few earliest papers on extending DNN or 
CNN to MIL setting. This shall enlighten further 
work in this area, for example, by exploring deep 
discriminative MIL methods rather than the gen-
erative method as introduced in this paper. An-
other interesting aspect of this paper is the use of 
both text annotation and image patches for clas-
sification. Combining such heterogeneous infor-
mation has shown clear advantages in terms of 
generating more accurate classification outcome. 

Jiajun Wu, Yinan Yu, Chang Huang, and Kai Yu. “Deep multiple instance learning for 
image classification and auto-annotation”, IEEE Conference on Computer Vision and Pat-
tern Recognition, pages 3460-3469, 2015. 
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Such strategy is also consistent with the new 
trend in image classification and retrieval by 
exploring semantic information of images. 
 
References: 

[1] G. Hinton, L. Deng, D. Yu, G.  Dahl, A. 
Mohamed, N. Jaitly, A. Senior, V. 
Vanhoucke, P. Nguyen, T. N. Sainath, and 
B. Kingsbury. “Deep neural networks for 
acoustic modeling in speech recognition: 
the shared views of four research groups”,  
IEEE Signal Processing Magazine, Vol. 29, 
No. 6, pages 82-97, 2012.  

[2] O. Russakovsky, J. Deng, H. Su, J. Krause, 
S. Satheesh, S. Ma, Z. Huang, A. Karpathy, 
A. Khosla, M. Bernstein, A. Berg, and L. 
Fei-Fei.  “ImageNet Large Scale Visual 
Recognition Challenge”.  International 
Journal of Computer Vision, Vol. 115, No. 
3, pages 211-252, 2015. 

[3] D. Silver, A. Huang, C. Maddison,  A. 
Guez, L. Sifre, G. Driessche, J. Schrittwie-
ser, I. Antonoglou, V. Panneershelvam, M. 
Lanctot, S. Dieleman, D. Grewe, J. Nham, 
N.l Kalchbrenner, I. Sutskever, T. Lillicrap, 
M. Leach, K. Kavukcuoglu, T. Graepel, 
and D. Hassabis. “Mastering the game of 
Go with deep neural networks and tree 
search”, Nature, Vol. 529, No. 7587, pages 
484-489, 2016. 

[4] T. Dietterich, R. Lathrop, and T. Lozano-
perez, “Solving the multiple-instance prob-

lem with axis-parallel rectangles,” Artificial 
Intelligence, Vol. 89, pages 31–71, 1997. 

[5] Z. Fu, A. Robles-Kelly, and J. Zhou. “MI-
LIS: multiple instance learning with in-
stance selection”. IEEE Transactions on 
Pattern Analysis and Machine Intelligence, 
Vol. 33, No. 5, pages 958-977, 2011. 

[6] A. Krizhevsky, I. Sutskever, and G.  Hin-
ton. “Imagenet classification with deep 
convolutional neural networks”. In Neural 
Information Processing Systems, 2012. 

 

Jun Zhou received the B.S. 
degree in computer science and 
the B.E. degree in international 
business from Nanjing 
University of Science and 
Technology, China, in 1996 and 
1998, respectively. He received 
the M.S. degree in computer 

science from Concordia University, Canada, in 2002, 
and the Ph.D. degree in computing science from 
University of Alberta, Canada, in 2006.  

He is now a senior lecturer in the School of 
Information and Communication Technology in 
Griffith University. Prior to this appointment, he had 
been a research fellow in the Australian National 
University, and a researcher at NICTA. His research 
interests are in statistical pattern recognition, 
interactive computer vision, and their applications to 
hyperspectral imaging and environmental informatics. 
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Learning for HTTP-Based Adaptive Streaming 
A short review for “Optimizing HTTP-Based Adaptive Streaming in 

Vehicular Environment Using Markov Decision Process”(Edited by Koichi Adachi) 
 

 
 

Hypertext transfer protocol (HTTP) is considered as a 
universal platform for delivering all types of contents, 
including video. A standard, called dynamic adaptive 
streaming over HTTP (DASH), has been introduced 
by the world wide web consortium (W3C) to facilitate 
wide-spread deployment of this technology while 
multiple companies introduce their own proprietary 
platforms [1, 2]. The key concept in DASH is to en-
code the same video in multiple different bitrates 
(qualities) and store each stream as a series of small 
video chunks of 2-10 sec duration. There are strict 
deadlines for every frame of video, therefore it is es-
sential to download them before its deadline to avoid 
the “freezing” effect on the player. It is the responsi-
bility of a DASH client to select the “right” quality of 
the next chunk for smooth video at the receiver with 
the highest possible quality and minimum number of 
quality switches from one chunk to the next. How to 
switch the quality, i.e., streaming strategy, is left to 
developers and each client intelligently selects the 
right quality for each chunk in order to produce a high 
quality of experience (QoE). 
 
A number of heuristic approaches for quality selec-
tion have been proposed [3, 4] that make decisions 
about the next chunk quality. However, those ap-
proaches only utilize the currently buffered video in 
the client and the recent observation of network 
bandwidth to decide the quality of the next chunk. 
Therefore, although these approaches perform rea-
sonably well, they do not optimize the tradeoff be-
tween QoE metrics and deadline miss. This issue be-
comes obvious especially in vehicular environment 
exhibiting significant uncertainty in network band-
width due to its mobility. To overcome this issue, in 
this paper, the authors explore more advanced deci-
sion making tools for improved tradeoff between QoE 
metrics. The authors utilize Markov decision process 
(MDP) for this objective, which is known for its abil-
ity to optimize decision making under uncertainty [5]. 
As a practical implementation of MDP, a Q-learning 
based approach, which does not need any a priori 
knowledge of the network bandwidth, is proposed. 
 
Three important variables are introduced: state, ac-
tion, and revenue. In the paper, a state is jointly repre-

sented by the quality level of the downloaded chunk 
and the amount of time available before its playback 
deadline. An action is a decision of the quality level 
of the next chunk. A revenue is calculated based on 
some rewards and penalties in order to incorporate the 
reward to watch a video chunk in quality, the penalty 
for deadline miss, and the penalty for change of the 
quality level from the last chunk to the next. 
 
The authors introduce three algorithms based on the 
availability of the knowledge of network map. For the 
first algorithm, it is assumed that the bandwidth mod-
el or bandwidth map [6], i.e., the distribution and its 
parameters, of every road segment is available as a 
priori knowledge to a DASH client in order to solve 
the MDP. For the second algorithm, a DASH client 
builds a personal bandwidth map [7] incrementally as 
the user travels the same rout over and over again. 
For the third algorithm, Q-learning is utilized in order 
to obtain the optimal decision without the bandwidth 
model in advance. 
 
By computer simulation, the authors show that the 
proposed approaches can reduce the deadline miss 
rate by a factor of 4-15 when the bandwidth model is 
known a priori compared to the well-known non-
MDP method, which utilizes two thresholds that con-
trols the up or down the quality of video. On the other 
hand, a model-free MDP implementation that is based 
on Q-learning which gradually learn the optimal deci-
sions over tie converges to the optimal decision mak-
ing after about 15 trials. It is shown that it can outper-
form the mode-based MDP by a factor of 3 in terms 
of deadline miss rate. 
 
In a realistic environment, it is almost impossible to 
obtain the bandwidth model of the system. This 
makes the MDP approach intractable. In order to 
solve this problem, this paper provides Q-learning 
based approach which learns the environment as the 
client moves. As the computer simulation results 
show the proposed Q-learning approach successfully 
select the quality of video and provide better perfor-
mance than the conventional approach. Thus, from 
the view point of applicability to real system, the pro-
posed approach is attractive. 

A. Bokani, M. Hassan, S. Kanhere, and X. Zhu, “ Optimizing HTTP-Based Adaptive 
Streaming in Vehicular Environment Using Markov Decision Process”, IEEE Trans. 
Multimedia, vol.17, no.12, pp.2297-2309, Dec. 2015. 
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Machine Learning and Data Analysis for 
Diagnosing a Video Streaming Session 

A short review for “Identifying the Root Cause of Video Streaming Issues on Mobile Devices” 
(Edited by Gwendal Simon) 

 
 

When an end-user watches a video on her mobile 
device, a chain of processes, which involves multiple 
industrial players, is activated to make sure that the 
stream she gets on her mobile arrives in the expected 
conditions. Each of the involved industrial players 
monitors the stream through Key Performance Indica-
tors (KPIs) to check whether the streaming session is 
correct. It happens sometimes that the streaming ses-
sion is not as good as expected, or even frankly disas-
trous. In that case, it is important to understand what 
caused the performance degradation. This paper ad-
dresses this problem. 
 
The paper identifies three main locations to get in-
formative KPIs: the mobile device, the wireless gate-
way (which can be the base station or an access 
point), and the streaming server. At each of these 
“vantage points”, probes are able to extract perfor-
mance indicators in all the layers, from the Applica-
tion layer (for example video startup and frame skips) 
to the Physical layer (for example rate and signal 
strength information RSSI and packet retransmis-
sion). By combining KPIs together, one can be able to 
tell whether a streaming session has been good or not. 
 
The objective of the authors is to run well-known 
machine learning algorithms on the whole set of KPIs 
to i) check whether these algorithms provide accurate 
results regarding the quality of the streaming session, 
per location ii) identify the KPIs that are the most 
helpful to provide an accurate quality prediction, and 
iii) check whether it is possible, from each of the lo-
cations, to determine the cause of the problem when 
the streaming session is not good. 
 
The authors have run standard Decision Tree algo-
rithms on two large sets of KPIs. First, they experi-
ment streaming sessions in a controlled environment 
where they introduced some simulated problems, 
which are typical from real-world problems. Second, 
they use three mobile devices to access videos from 
real service providers in the standard Internet, through 
both Wi-Fi access point and mobile networks. 
 

In general, the motivation of the paper is an excellent 
match for multimedia scientists because the video 
delivery chain has become incredibly complex, with 
multiple technologies, and we do not always under-
stand the implications and the interactions between 
these technologies. Having network experts digging 
into this complex chain is an opportunity to get feed-
backs about what happens in the reality of video 
streaming and also to understand the main weakness-
es of current delivery chains. Moreover, the use of 
machine learning and the aggregation of massive 
amount of KPIs are two trends that have changed the 
way data-centers are managed. The same revolution is 
ahead for Content Delivery Networks and multimedia 
delivery.  
 
Unfortunately, the paper goes very quickly on the 
multimedia aspects. The authors use a model that was 
introduced by Mok et al [1] to “convert application 
performance metrics such as startup delay and the 
frequency and duration of stalls to Mean Opinion 
Score (MOS) ratings”. Only three classes of QoE 
(good, mild, and severe) are considered and the study 
focuses on classifying the actual performance of the 
streaming session with respect to these three classes, 
for which very few details are given. Such approach 
ignores years of studies related to QoE, such as the 
papers regularly published in QoMEX and MMSys 
conferences. It is now well known that QoE assess-
ment is a complex task, which depends on the con-
text, but also on the video and on the technologies 
that are used. The adaptive streaming technologies are 
typically ignored in this paper although they are wide-
ly adopted by content providers and they can have a 
major impact on the QoE of the streaming session. 
 
Despite the over-simplified multimedia model, the 
results of the paper can still be of interest for the 
community. The authors typically show that, based on 
their metrics, each of the vantage points can identify 
that a session goes wrong but it is much harder to 
estimate the severity of the degradation. 
 
The authors also call for collaboration between the 
mobile device, which is in the best location to observe 

G. Dimopoulos, I: Leontiadis, P. Barlet-Ros, K. Papagiannaki, P. Steenkiste, 
“Identifying the Root Cause of Video Streaming Issues on Mobile Devices”, 
Proc. of CoNEXT’15, 2015. 
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problems at the access network, and the streaming 
server, which has KPIs that can identify most of the 
issues from the backbone. 
 
To conclude, the paper addresses an interesting topic, 
which could change the way we consider diagnosing 
content delivery networks regarding video delivery, 
especially in mobile networks. But the paper is a bit 
frustrating since it does not deep into multimedia QoE 
assessment. Nevertheless, the authors validate the 
efficiency of machine learning techniques in combi-
nation with massive KPI aggregation. From this start-
ing point, it is undoubtedly possible to go farther and 
to adopt a more multimedia approach for data analy-
sis. 
 
References: 
[1] Ricky K. P. Mok, Edmond W. W. Chan, and 

Rocky K. C. Chang  “Measuring the Quality of 
Experience of HTTP Video Streaming” in Pro-
ceedings of Internet Management (IM), 2011. 
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Revisiting VoD Caching Strategies 
with a Detailed Log of Tencent 

A short review for “Video Popularity Dynamics and Its Implication for Replication” 
(Edited by Carsten Griwodz) 

 

 
 

The attempt to understand VoD access patterns and 
using the knowledge about these patterns is as old as 
the very first attempts to build Internet video servers. 
Some readers may be reminded of Beadle et al. [1], 
who extracted a popularity from CD sales and as-
sumed that the resulting Zipf-distribution would also 
be applicable for VoD access patterns, and the re-
viewer, who used video rentals for the same purpose 
[2]. Based on real VoD traces, Garcia et al. [3][4] 
found a stronger deviation from the expected Zipf 
shape in logs from LNE TV, as did Yu et al. [5] for 
China Telecom, and Abrahmsson and Nordmark [6] 
made essentially the same findings for logs from Te-
liaSonera as the authors of “Video Popularity Dynam-
ics and Its Implication for Replication”, and present a 
quite similar popularity discussion. Popularity estima-
tions like this have frequently been used to design 
caching strategies, and predict the resource needs of 
VoD distribution systems [7][8][9]. 
 
The authors of “Video Popularity Dynamics …” have 
revisited the challenges of caching decisions for Vid-
eo-on-demand (VoD) systems from the ground up, 
based on a considerable amount of trace data from 
Tencent in China. The trace data holds a large amount 
of information that can only rarely be acquired by 
researchers. Their dataset contains information about 
the video that a user accessed, access time, duration 
of the playback, but it contains also information about 
the category of each video and the time of its addition 
to the movie database. 
 
The authors analyzed a week-long subset of their da-
ta, with the understanding that “we get more precise 
video popularity by using longer time window”. Their 
analysis of this data yields the expected Zipf distribu-
tion for movies and TV episodes, which tend to retain 
a similar popularity for a fairly long time, and a Zipf-
like distribution for video with shorter popularity cy-
cles, like News and Sports. From the authors’ discus-
sion of their results, it is inconclusive how they inter-
pret this information. The paper states clearly, “For 
News and Sports, however, the popularity falls off 
noticeably faster than that of the other three types”, 
however, the authors choose to present a skewed 

Zipf-distribution in the Figures 1 and 2. This skew 
was also observed by Guo et al. [10], as well as in 
[3][5][6][11], but the authors of “Video Popularity 
Dynamics …” do not fall into the trap of stating ex-
plicitly that this means that a Zipf-distribution is in-
appropriate for estimating VoD patterns. 
 
The trap is that the Zipf distribution is exclusively an 
observed distribution, which is knows to match popu-
larity distributions of product sets at a point in time. 
This implies that the relative probabilities of the 
products must not change during the observed period. 
Obviously, News do change daily, leading to the say-
ing that “nothing is as old as yesterdays news”, and 
also Sports content is mostly consumed within a brief 
period after the event. Both are then very quickly re-
placed by new videos in the same category. Conse-
quently, matching a week-long trace to such data 
leads to the skewed Zipf-distribution observed by the 
authors of “Video Popularity Dynamics …”. The 
danger for the uncritical reader is then, obviously, to 
assume that this resulting skewed Zipf distribution 
can be used to simulate the behavior of a VoD sys-
tem’s client base. That is not true: popularities are 
static at any given point in time, and it is highly prob-
able that every point in time, popularity should better 
be modeled by a Zipf distribution. We demonstrated 
this with a trace of a news-on-demand system [12]. 
 
The authors of “Video Popularity Dynamics …” pro-
vide an excellent discussion of this effect in Section 
IV of their paper, including a plot of popularity-sorted 
ranks depending on age for each genre in IV.D. Alt-
hough they do not use the opportunity to retract the 
skewed-Zipf property based on these observations, 
they provide the community with several new results 
and insights that have not been identified in the litera-
ture so far. One very interesting observation is that 
view percentage within each of the enumerated cate-
gories behaves identical for content that is older than 
one week, when the rapid aging effect has dispersed. 
They are also defining the terms of replay entropy 
and view dispersion to illustrate not from the user’s 
point of view, but from the system point of view how 

Yipeng Zhou; Liang Chen; Chunfeng Yang; Dah Ming Chiu, “Video Popularity Dynam-
ics and Its Implication for Replication”, IEEE Multimedia Transactions 17(9), 2015, pp. 
1273-1285 
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intense the probability of replay is for videos of par-
ticular genres. 
 
Like other papers before, the authors of “Video Popu-
larity Dynamics …” subsequently use the knowledge 
about user behavior and video properties to investi-
gate VoD caching strategies in an assumed CDN. 
 
Their investigation focuses on the effectiveness of 
simple caching strategies, which are known to do a 
fairly good job for objects with Zipf-distributed popu-
larity. The choice of algorithms is not discussed in 
depth, but the most basic choices, FIFO, LRU and 
LFU, are chosen for the investigation. While this is 
not necessarily a bad choice, it should be noted that 
there is a large number of more advanced strategies 
that were presented briefly by Podlipnig and 
Böszörmenyi [13] and that might benefit from a clos-
er investigation of their applicability for VoD caches. 
Interestingly, the study leads the authors to investi-
gate a trade-off between LFU and FIFO as caching 
options, which is apparently reasonable considering 
their video mix, where a large amount of data ages 
rapidly and is rarely revisited, and thus, very well 
served by FIFO. Movies and Films are served well by 
LFU, while the studied method does not work well 
for Sports. The authors of “Video Popularity Dynam-
ics …” clarify that their results are intermediate re-
sults, and that further work on caching strategies is 
required. Researchers who choose to continue with 
this line of studies might like to verify whether, for 
example, Perfect Aging-LFU [13] is capable of serv-
ing such a traffic mix well. 
 
With this first application their new model, the au-
thors conclude their paper, and point once again to the 
highly important problem of differences in popularity 
aging between genres, which is frequently over-
looked. 
 
The authors’ application of their popularity model to 
a classical VoD caching systems is still very interest-
ing, in spite of the problem’s age. However, today’s 
reality does not only require caching strategies that 
are suitable for single-quality content. Although pa-
pers such as [15] and [16] did already discuss partial 
caching, caching systems must today deal with HTTP 
adaptive streaming [17], where a caching strategy 
must deal with alternative view representations to 
maximize the users’ experience, while best using 
caches. Obviously, the field of applications for the 
authors’ new modeling approach is wide-open, but 
researchers who intend to use the new models should 
not evaluate their success without taking the observa-
tion of Huynh-Thu and Ghanbari into account [18] or 
refer to recent QoE standards for evaluation [19]. 
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Assessment of Visual Quality and Discomfort 
for Stereoscopic 3D Images 

A short review for “Transition of Visual Attention Assessment in Stereoscopic Images With Evaluation of 
Subjective Visual Quality and Discomfort” 

(Edited by Bruno Macchiavello) 
 

 
 

Visual attention is a main feature of the Human Visu-
al System (HVS). It allows humans to select the most 
important information in cluttered visual environ-
ments [1].   In recent years, several studies regarding 
visual attention analysis of stereoscopic images have 
been performed in order to investigate human visual 
behavior and to identify salient regions in three-
dimensional (3D) applications such as entertainment, 
cinema, TV, virtual reality, visual communications 
and networking [2][3]. 
 
3D video content, normally consists of two (stereo-
scopic) signals that include texture and depth infor-
mation. Therefore, greater channel capacity is needed 
in order to provide 3D content services compared to 
that of 2D content. Thus, 3D video is more suscepti-
ble to compression or channel distortions. Moreover, 
asymmetric distortions can occur, which significantly 
affect fixation behaviors [4].  
 
Despite considerable research regarding visual atten-
tion analysis [5-7], it remains difficult to precisely 
define the characteristics of visual attention since its 
statistical behavior differ according to the type of 
distortion and level of disparity. Most previous stud-
ies have focused on the development of an effective 
saliency detection method and have not considered 
the relationship between visual attention and visual 
quality/discomfort. In this paper, the authors analyze 
the visual attention transition when various distortion 
types and disparity levels are included in 3D visuali-
zation. 
 
First, in order to quantify the observed tendency ac-
cording to distortion at the point of fixation, the au-
thors considered the following factors: luminance 
gradient, color gradient, angular disparity and depth 
discontinuity. Two different stereoscopic databases 
were used. Each database contained images with five 
types of distortion: JPEG compression, JPEG2000 
compression, additive white Gaussian noise, Gaussian 
blur and Fast-fading based on Rayleigh fading. All 
considered factors were analyzed for each type of 

distortion at human fixation locations, obtained by an 
eye-tracking experiments with 20 individuals, and 
randomly picked locations.  
 
The authors concluded that at a low level of distor-
tion, for all types of distortions, foreground objects 
and objects with higher luminance and chrominance 
gradient received more attention from the viewers. 
While depth discontinuities did not significantly af-
fect the attention level. At high level of distortion, the 
level of attention varied depending on the type of 
distortion. For 2D attentional distortion (JPEG, 
JPEG2000 and fast fading) unnatural depth disconti-
nuities and luminance and chrominance gradient were 
the most significant factors. While, for 3D attentional 
distortion (Blur, additive Gaussian noise) the depth 
level was the most significant factor. 
 
The authors then analyzed the fixation behavior ac-
cording to various levels of disparities. In [8] and [9] 
it was found that disparity is one of the most im-
portant factors affecting visual attention in stereo-
scopic images.  At a low disparity level, the lumi-
nance and color gradient at true fixations were higher 
than those at random fixations. Moreover, the viewer 
tended to fixate on nearer objects rather than farther 
objects and does not fixate on high-depth discontinui-
ty regions. These fixation phenomena were similar to 
those observed with low levels of all types of distor-
tion. However, when the disparity level was in-
creased, the tendencies of fixation in accordance with 
luminance, color, angular disparity, and depth discon-
tinuity are decreased.  
 
Using the data of the described experiments the au-
thors proposed a method to evaluate the change in 
visual attention in accordance with the applied distor-
tion and disparity level. In order to do so, a perceptual 
fixation distribution model was proposed. Initially, 
the fixations location obtained through the eye-
tracking experiments were used to define a Gaussian 
mixture model. Additionally, the non-uniform proper-
ty of human perceptual characteristics, such as fovea-

Haksub Kim; Sanghoon Lee, "Transition of Visual Attention Assessment in Stereoscopic 
Images With Evaluation of Subjective Visual Quality and Discomfort," in Multimedia, 
IEEE Transactions on, vol.17, no.12, pp.2198-2209, Dec. 2015 
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tion and Panum's fusional area were applied to the 
model. Then, with the perceptual fixation distribution 
map a saliency entropy measure was proposed. Final-
ly, the transition of visual attention (ToVA) assess-
ment was defined as a measure of the relative salien-
cy entropy between the distribution of the original 
image (reference) and the image after certain distor-
tion was applied (target).  
 
The authors measure the performance of the proposed 
ToVa metric through a subjective quality experiment. 
The authors used the mean opinion score (MOS) and 
the differential MOS in three different databases. The 
Peason's linear correlation coefficient and Spearman's 
rank-order correlation coefficient showed that ToVa 
was highly correlated with the visual quality of the 
images.  
 
In conclusion, the authors measured the change in 
visual attention of stereoscopic images according to 
distortion and disparity by defining saliency entropy 
using well-known perceptual and attention principles. 
Moreover, the proposed ToVA method appears to be 
an effective way to evaluate the visual quality or dis-
comfort of stereoscopic images and can be used as an 
alternative to conventional scoring systems. Never-
theless, the model still does not precisely define the 
characteristics of visual attention, and therefore, there 
is room for improvement. 
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Algorithmic Nuggets in Content Delivery 
A short review for “Algorithmic Nuggets in Content Delivery” 

(Edited by Michael Zink) 
 

 
 

This article takes a deep look into the inner workings 
of the Akamai CDN, the owner and operator of the 
leading content delivery network in today’s Internet. 
To unveil the inner workings of Akamai’s CDN, the 
authors analyze several of its most significant subsys-
tems. The highlighted subsystems focus on load bal-
ancing, content hashing, Bloom filters, overlay rout-
ing, and leader election. These subsystems, and the 
algorithms they are based on, have been used in one 
of the largest distributed systems in todays Internet. 
The authors give an overview of the overall system 
that comprises the CDN, and specifically highlight 
the algorithmic research that has impacted the CDN 
and its subsystems. 
 
While this article focuses on CDNs in general, we 
believe that it also teaches some very interesting les-
sons for the multimedia community, since all leading 
video streaming services heavily rely on them. The 
article should be especially interesting for the systems 
community, since it does not only describe the algo-
rithm design but also describes practical concerns 
when it comes to the implementation of these algo-
rithms. 
 
Load Balancing 
 
The goal of global load balancing is to assign map 
units to clusters such that preferences are accounted 
for and capacity constraints are met. This mechanism 
is used to determine which clients should be mapped 
to which clusters of the CDN system based on client 
preferences and cluster capacity. Global load balanc-
ing can be managed by the stable marriage problem, 
which is solved by the Gale-Shapley algorithm. To 
make the algorithm applicable for the global load 
balancing in the CDN several generalizations are 
needed, which are mentioned in the article. In addi-
tion, an extension of the algorithm to deal with multi-
ple instead of a single server resource is presented. 
Finally, some of the implementation challenges for 
global load balancing are introduced. These include, 
complexity and scale, time to solve, demand and ca-
pacity estimation, and allocation. 
 
 

Consistent Hashing 
 
The CDN uses consistent hashing to perform load 
balancing within the cluster. It was Akamai’s first 
algorithmic innovation that substantially contributed 
to its initial success. A new hashing algorithm was 
required since traditional hashing cannot deal effi-
ciently with the loss of a node (which represents a 
bucket in hash terminology) in the cluster. Consistent 
hashing overcomes this problem by mapping both 
objects (e.g., a jpeg image) and buckets to the unit 
circle, and then mapping the content to the next server 
that appears in on the circle in clockwise order. This 
approach deals more graceful with node loss, since 
objects that were mapped to the failed node now have 
to be mapped to the next node that appears in clock-
wise order. In addition, an extension for consistent 
hashing that effectively deals with very popular ob-
jects is presented. Finally, practical considerations for 
the actual implementation of consistent hashing are 
presented. These include grouping of a content pro-
vider’s objects to benefit from persistent HTTP con-
nections and a very concrete example of consistent 
hashing. 
 
Bloom Filters 
 
In this section of the article the authors illustrate the 
use of Bloom filters for content summarization and 
content filtering. After introducing the basics of 
Bloom filters content summarization and content fil-
tering, both mechanisms used in CDNs, are described 
in detail. While content summarization is straight 
forward and a well-studied topic, the description of 
content filtering and how it is used to deal with so-
called “one-hit-wonders” is quite insightful. The au-
thors introduce the “cache-on-second-hit” rule and 
show, based on empirical data, how it improves cache 
(in terms of increased hit rate) and disk (in terms of 
reduced writes) performance. This section concludes 
with an overview on implementation challenges when 
it comes to using Bloom filters in a CDN. These in-
clude speeding up the Bloom filter, sizing the Bloom 
filter, and complex cache filtering. 
 
 

Bruce M. Maggs and Ramesh K. Sitaraman, “Algorithmic Nuggets in Content Deliv-
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Overlay Routing 
 
This section focuses on overlay construction algo-
rithms used in the CDN to establish overlay routing to 
enable efficient transport of mostly non-cacheable 
data like live video and information form an online 
banking application. Overlay routing can be formu-
lated as a multi commodity flow problem. Key as-
pects are illustrated to show how the problem in 
CDNs is different from the classical approach. These 
aspects include multipath transport (e.g., for error 
concealment in live streaming), the role of the overlay 
servers, cost function (e.g., bandwidth versus delay), 
capacity of network and server resources, and opti-
mized transport protocols. This is followed by the 
description of algorithmic solutions for dynamic web 
content and live streaming. Finally, the empirical 
benefits of overlay routing are shown on the examples 
of user-perceived performance and catastrophe insur-
ance. 
 

Leader Election 
 
Leader election is essential in large distributed sys-
tems like CDNs to survive server failures. Replication 
is one important mechanism to deal with such failures 
but in order to guarantee consistent behavior of the 
system a leader of the pool of replicas has to be elect-
ed. This section starts with a description of concepts 
and assumptions on which leader election algorithms 
in CDNs are based (e.g., failure mode, candidate set, 
health, outcome requirement, etc.) For the concept 
outcome requirements, the procedure for “at-least-
one” leader election is described based on the exam-
ple of hashing for load balancing. Next, “At-most-
one” leader election is described by using the exam-
ple of topology discovery. This kind of leader elec-
tion is important for scenarios where it is better to use 
outdated information if the leader election fails. Final-
ly, the example of an e-commerce application is used 
to motivate scenarios in which absolute consensus is 
necessary. 
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Paper Nomination Policy 
 

Following the direction of MMTC, the R-Letter 
platform aims at providing research exchange, 
which includes examining systems, applications, 
services and techniques where multiple media 
are used to deliver results. Multimedia includes, 
but is not restricted to, voice, video, image, mu-
sic, data and executable code. The scope covers 
not only the underlying networking systems, but 
also visual, gesture, signal and other aspects of 
communication. 

Any HIGH QUALITY paper published in Com-
munications Society journals/magazine, MMTC 
sponsored conferences, IEEE proceedings, or 
other distinguished journals/conferences within 
the last two years is eligible for nomination.  

Nomination Procedure 
Paper nominations have to be emailed to R-
Letter Editorial Board Directors: 
 
Christian Timmerer (christian.timmerer@aau.at) 
and Yan Zhang (yanzhang@simula.no). 
 
The nomination should include the complete 
reference of the paper, author information, a 
brief supporting statement (maximum one page) 

highlighting the contribution, the nominator in-
formation, and an electronic copy of the paper, 
when possible. 

Review Process 
Members of the IEEE MMTC Review Board will 
review each nominated paper. In order to avoid po-
tential conflict of interest, guest editors external to 
the Board will review nominated papers co-authored 
by a Review Board member. The reviewers’ names 
will be kept confidential. If two reviewers agree that 
the paper is of R-letter quality, a board editor will be 
assigned to complete the review letter (partially 
based on the nomination supporting document) for 
publication. The review result will be final (no mul-
tiple nomination of the same paper). Nominators 
external to the board will be acknowledged in the 
review letter.  

R-Letter Best Paper Award 
Accepted papers in the R-Letter are eligible for 
the Best Paper Award competition if they meet 
the election criteria (set by the MMTC Award 
Board). 
 
For more details, please refer to 
http://committees.comsoc.org/mmc/rletters.asp
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